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In order to drastically shorten the runtime of the weather-prediction code ASUCA ,
developed by the JMA (Japan Meteorological Agency) for the purpose of the next-generation weather forecasting service,
the entire parts of the huge code were rewritten for GPU computing from scratch.
By introducing many optimization techniques and several new algorithms, very high performance of
145 TFlops has been achieved with 3990 GPUs on TSUBAME 2.0 Supercomputer.  It is quite meaningful to show that
the GPU supercomputing is really available for one of the major applications in the HPC field.

Takashi Shimokawabe*　  Takayuki Aoki**
*  Interdisciplinary Graduate School of Science and Engineering, Tokyo Institute of Technology
**Global Scientific Information and Computing Center, Tokyo Institute of Technology

Weather forecasting is an indispensable part in our daily lives and 

business activities, needless to say for natural disaster preventions. 

The atmosphere has a very thin thickness compared with the Earth 

diameter. In the previous atmosphere code, the force balance 

between the gravity and the pressure gradient in the vertical 

direction was used to produce a hydrostatic model. Recently it is 

widely recognized that the vertical dynamical processes of the 

water vapor should be taken into consideration in cloud formations. 

A three-dimensional non-hydrostatic model describing up-and-

down movement of air has been developed in weather research.

 For weather simulations, the initial data is produced by 

assimilating many kinds of observed data and simulation results 

based on the four-dimensional variational principle. Since the 

weather phenomena are chaotic, the predictability period is less 

than several days for one set of initial data hence the jobs run 

sequentially updating the initial data.

 In recent years, it is highly demanded to forecast detailed 

weathers such as unexpected local heavy rain, and high resolution 

non-hydrostatic models are desired to be carried on fine-grained 

grids.

A computational heavy load is required to run the high-resolution 

weather models. As a reference the WRF [1] has been scored at 

50 TFlops on the current fastest supercomputer in the world [2]. 

WRF is a next-generation atmosphere simulation model (Weather 

Research and Forecasting), a world standard code developed at the 

NCAR (National Center for Atmospheric Research), UCAR (University 

Corporation for Atmospheric Research) and others in the United 

States and supported by worldwide researchers.

 Numerical weather models consist of a dynamical core and 

physical processes. In the dynamical core, forecast variables such as 

winds, atmospheric pressure and humidity are calculated by solving 

fluid dynamics equations. The physical processes strongly depend 

on parametrizations related to such microphysics as condensation 

of water vapor, cloud physics, and rain. In the computation of the 

dynamics core, the memory access time is a major part of the 

elapsed time compared with the floating point calculations part 

and therefore is hard to get close to the peak performance in any 

computer. On the other hand, the physical processes include some 

computationally intensive parts demanding high performance of 

floating point calculations.

 Graphics Processing Units (GPUs) have been developed 

for the rendering purpose of computer graphics. The request for 

high-level computer visualization makes the GPUs to have high 

performance of f loating point calculation and wide memory 

bandwidth. Recently, exploiting GPUs for general-purpose 

computing, i.e. GPGPU, has emerged as an effective technique 

to accelerate many applications. After CUDA [3] was released 

by NVIDIA as the GPGPU-programming framework in 2006, it 

allowed us to use the GPU easily as an accelerator. In the area of 

high performance computing (HPC), it has been reported a lot of 

successful applications in Computational Fluid Dynamics (CFD), 

Fast Fourier Transform (FFT), molecular dynamics, astrophysics, bio-

informatics and some others ran on GPUs dozens of times faster 

than on a conventional CPU.

 In the numerical weather prediction, it was repor ted 

that a computationally expensive module of the WRF model 

was accelerated by means of a GPU[4, 5]. These efforts, however, 

only result in a minor improvement (e.g., 1.3× in [4]) in the overall 

application time due to the partial GPU porting of the entire code. 

Since the other functions (subroutines) run on the CPU and all the 

variables were allocated on the CPU main memory, it is necessary 
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to transfer the data between the host CPU memory and the GPU 

video memory through the PCI Express bus for every GPU kernel-

function call. They reported that the acceleration for the microphysics 

module itself achieved a twenty times speedup. Physical processes 

are composed of small and relatively independent modules and are 

able to be easily replaced with other modules while a dynamical 

core computes time-integration of interdependent forecast 

variables thus GPU porting of parts of the dynamical core does not 

contribute to improvement of the performance.

 A s  t h e  s u c c e s s o r  o f  T S U B A M E  1. 2 ,  T S U B A M E  2 . 0 

supercomputer equipped with more than 4000 GPUs has started 

operating in November 2010 and has become the first petascale 

supercomputer in Japan. Since TSUBAME 2.0 owes most of its 

computing performance to GPUs, it is a key issue to achieve high 

performance on GPU in many applications. In this article, we show 

the process of porting an operational weather prediction code to 

the GPU on TSUBAME 2.0 and demonstrate the performance for a 

practical operation size.

ASUCA (Asuca is a System based on a Unified Concept for 

Atmosphere) is a next-generation high resolution mesoscale 

atmospheric model being developed by the Japan Meteorological 

Agency (JMA)[6].  ASUCA succeeds the Japan Meteorological 

Agency Non-Hydrostatic Model (JMA-NHM) as an operational non-

hydrostatic regional model at the JMA.

 First, we have implemented the dynamical core as the 

first step toward developing the full GPU version of ASUCA. In 

ASUCA, a generalized coordinate and flux-form non-hydrostatic 

balanced equations are used for the dynamical core. The time 

integration is carried out by a fractional step method with the 

horizontally explicit and vertically implicit (HE-VI) scheme [7]. One 

time step consists of short time sub-steps and a long time step. 

The horizontal propagation of sound waves and the gravity waves 

with implicit treatment for the vertical propagation are computed 

in the short time step with the second-order Runge-Kutta scheme. 

The long time step is used for the advection of the momentum, 

the density, the potential temperature, the water substances, 

the Coriolis force, the diffusion and other effects in the physical 

processes with the third-order Runge-Kutta method. The above 

matters are almost as same as those employed in the WRF model. 

In the present ASUCA, the physical core is still being developed 

and a Kessler-type warm-rain model has been implemented for the 

cloud-microphysics parameterization describing the water vapor, 

cloud water, and rain drops.

Although our final destination is to develop the multi-GPU 

version of ASUCA, we start from the single GPU implementation 

and show its performance. Figure 1 illustrates the computational 

flow diagram. In the beginning of the execution, the host CPU 

reads the initial data from the input files onto the host memory, 

and then transfers it to the video memory on the GPU board. 

The GPU carries out all the computational modules inside the 

short time-step and long time-step loops. When the forecast 

data is completed on the GPU, a minimal data is transferred to 

the host CPU memory to reduce the communication between 

CPU and GPU.

4-1 Optimizations

In order to improve the per formance on the GPU, we have 

introduced several optimizations when implementing the code in 

CUDA. We focus on two components as examples: (a) the advection 

computation (b) the 1-dimensional Helmholtz-type equation for 

the pressure.

Next-generation
weather prediction code ASUCA 3

Single GPU Implementation
and Performance 4

Figure 1  Computational flow diagram of the ASUCA.
　　　　 All the modules inside the short time-step
　　　　 and the long time-step loops are executed on the GPU.
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(a) Implementation of the advection computational modules
 The 3-dimensional advection computation is strongly 

memory bound and it is very effective to reduce the access to 

the video memory (called global memory in CUDA) in order to 

improve the performance. We make use of the shared memory as 

a software-managed cache, which is shared among threads in a 

block in the CUDA programming. For a given grid size (nx, ny, nz) 

of the computational domain, the GPU kernel function is invoked 

with (nx/64, nz/4, 1) blocks with (64, 4, 1) threads. The z direction 

in physical space is mapped to the y direction in the CUDA code. 

Each thread specifies a point (x, z) and calculate the advection 

equation on this grid point from j = 0 to j = ny − 1 marching in the 

y direction as shown in Fig. 2(a). The block size of (64, 4, 1) threads is 

derived from performance optimization.

 The discretization of the advection equation has a four-

point stencil in each direction on the mesh. Each block holds an 

array of (64+3) x (4+3) elements on the shared memory. When 

a block computes a xy plane of the computational domain, the 

variable data on the global memory is copied to the shared 

memory to be shared among threads in the block. On the other 

hand, the stencil access in the y-direction is closed in the thread by 

marching the computation in the y-direction. The variable data of 

the global memory are stored in the registers (temporal variables). 

When we compute the j+1-th plane, the data have been already 

stored in the registers from the global memory in computing the 

j-th plane. In our implementation, we copy the data in the registers 

to the shared memory and reuse them without same accesses to 

the global memory [8].

(b) Implementation of the Helmholtz-type pressure equation
 Due to the HE-VI splitting, the pressure equation reduces to 

a 1-dimensional Helmholtz-type elliptic equation in the vertical (z) 

direction. The discretization of the equation is expressed by a tri-

diagonal matrix. It is possible to apply the TDMA algorithm to solve 

the matrix however we have to calculate the elements sequentially 

in the z-direction. Figure 2(b) shows the data parallel by marching 

the sequential calculation in the z-direction.

4-2 Performance

 Since ASUCA is being developed in FORTRAN language at 

the JMA, the GPU code has to be developed from scratch in CUDA. 

Before implementing ASUCA on GPU, we rewrote the Fortran 

ASUCA code to C/C++ language because we changed the element 

order of the 3-dimensional array to improve the memory access 

performance of the GPU computing. In order to measure the 

performance of floating-point operations on a GPU, we count the 

number of floating-point operations of the CPU-based ASUCA by 

running it on a CPU with a performance counter provided by PAPI 

Figure 4  Single GPU performance on a NVIDIA
　　　　 Tesla M2050 of TSUBAME 2.0 and CPU 
　　　　 performance of the Intel Xeon X5670.

Figure 3  Usage of the shared memory and the register
　　　　  to reduce the access to the global memory.

Figure 2  Configuration of the CUDA blocks
　　　　 and marching directions of the threads.

 (a) Advection computation  (b) Helmholtz-type
　　pressure equation
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(Performance API) [9].  By using the counts and the GPU elapsed 

time, the performance of the GPU computing is evaluated.

 In all the cases, we fixed the grid number nx = 256 and 

nz = 48 of the computational domain and varied the number ny 

32 to 208. The performance was measured in both single- and 

double- precision floating-point calculation using a NVIDIA Tesla 

M2050 in TSUBAME 2.0. The results of the GPU performance are 

shown in Figure 4. We achieved 49.1 GFlops in single precision for 

256 × 208 × 48 mesh on a single GPU. In the double precision, 

the performance has about half of that of the single precision. 

As references, the performances on an Intel CPU (Xeon X5670 

(Westmere-EP) 2.93 GHz 6 core x2: total 12 cores and 1 core) are 

plotted on the same graph. The original FORTRAN code was 

compiled by the Intel ifort compiler. It is found that the single-GPU 

performance achieved a six times speedups in comparison with 2 

sockets of the CPU performance of the Intel Xeon X5670 in double 

precision.

 

A GPU Tesla M2050 card on TSUBAME 2.0 has only 3-GB on-board 

video memory, which can hold up to a grid size 256 × 208 × 48 

when running ASUCA. For large-size problems, it is necessary to 

use multiple GPUs beyond the video memory on a single GPU. The 

current operation for the weather forecast at the JMA utilizes the 

grid of size 721 x 577 x 50.

 We decompose the given computational domain in both 

the x- and y-directions (2-D decomposition) and allocate the sub 

domain to each GPU since the z-directional mesh size is relatively 

small. Because GPUs cannot directly access the data stored on the 

global memory of other GPUs, the host CPUs are used to bridge 

GPUs for the exchange of the boundary data between the neighbor 

GPUs. The process is composed of the following three steps: (1) the 

data transfer from GPU to CPU using the CUDA runtime library, (2) 

the data exchange between nodes with the MPI library, and (3) the 

data transfer back from CPU to GPU with the CUDA runtime library.

In the case of multi-GPU computing, the data communication time 

with the neighbor GPUs is not ignored in the total execution time. 

The overlapping technique with the computation is available to 

hide the communication costs and achieves better performance 

with a large number of GPUs [10].

5-1 Performance of Multi-GPU Computing

Each node of TSUBAME 2.0 has three NVIDIA GPU Tesla M2050 

attached to the PCI Express bus 2.0x16, two QDR Infiniband and 

two sockets with Intel CPU Xeon X5670 (Westmere-EP) 2.93 GHz 

6-core. The nodes are connected to the fat-tree interconnection 

with 200 Tbps bi-section bandwidth. Each GPU handles a domain 

of 256 x 108 x 48 in double precision and 256 x 208 x 48 in single 

precision, respectively.

 The multi-GPU performance of ASUCA on TSUBAME 2.0 is 

shown in Figure 5. Using 3990 GPUs we achieved an extremely high 

performance of 145.0 TFlops for the domain of 14368 x 14284 x 48 

in single precision. The double precision performance is 76.1 TFlops  

for the domain of 10336 x 9988 x 48. It is confirmed to maintain a 

good weak scalability. To compare with the CPU performance, the 

performance of 3990 is compatible with 3990x50 CPU cores.

Figure 6 demonstrates a real case of ASUCA operation with both 

the real initial and the boundary data used for the current weather 

forecast at the JMA. This simulation was performed with a 4792 × 

4696 × 48 mesh with horizontal mesh resolution of 500 meters 

using 437 GPUs of TSUBAME 2.0 in single precision.
Multi-GPU Computing 5

Figure 5  Multi-GPU performance of ASUCA
　　　　 on TSUBAME 2.0 comparing with the CPU.

14

Multi-GPU Computing for
Next-generation Weather Forecasting
- 145.0 TFlops with 3990 GPUs on TSUBAME 2.0 -



The full GPU implementation of the next-generation production 

weather code ASUCA was carried out on the TSUBAME 2.0 

supercomputer in the Tokyo Institute of Technology. GPU offers 

not only extremely huge computational performance but also 

big advantages in respect of the cost and power consumption. It 

is really meaningful that the numerical weather prediction, one 

of the typical applications for a practical purpose, is provided as 

a successful example of the GPU supercomputing.  In China and 

other countries, large-scale GPU computing on supercomputers 

is about to begin. TSUBAME 2.0 in the Tokyo Tech Global Scientific 

Information and Computing Center (GSIC) is the first over-petaflops 

supercomputer in Japan. In the GPU supercomputing era, it is 

expected that research communities become large and active to 

achieve great outcomes on GPU supercomputers.
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